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Abstract
The unmixing algorithm described in this paper has been motivated by a “spectral library” of pure shortwave infrared reflectance spectra that we started building in the early
1990’s. The library currently consists of 493 samples, representing 60 nominally pure
materials (mostly minerals, but also water, dry vegetation and several man-made materials). The algorithm, implemented in software called The Spectral AssistantT M (TSA),
is designed to analyse quickly tens to hundreds of thousands of spectra measured from
drill core or chips using CSIRO’s HyLoggerT M and HyChips T M instruments, and other
commercial reflectance spectrometers. Individual samples typically are composed of a
small number of minerals. Therefore, in order to avoid overfitting, the TSA algorithm ultilises fast subset selection procedures to identify the most likely minerals in the mixture.
Other novel aspects of the algorithm include the simultaneous fitting of the low frequency
background with mineral identification (which provides greater model flexibility) and the
combined fitting being carried out in penalised canonical variate space (which has certain
optimality properties under an idealised model). The performance of the algorithm is illustrated on a few key examples. Discussion includes its wider applicability, its limitations
and possible future extensions and modifications.

1

Introduction

Field and airborne spectroscopy are now widely used for geological, environmental, agricultural, biological, military and other applications. The increasing availability of airborne, desktop and microscopic hyperspectral systems means that large volumes of spectroscopic data
are becoming available. A consequence of this is the need to automate the analysis of these
large volumes of spectra to the greatest extent possible. The resulting analyses need to be both
accurate and reasonably fast.
There is now a considerable literature on the analysis of remotely sensed hyperspectral data.
However, there is much less literature on the analysis of large volumes of proximally sensed
spectroscopic data, which is an area of increasing interest, especially in the fields of exploration and mining. This interest has spurred the development over the last decade of CSIRO’s
HyLoggingT M suite of instruments - HyLoggerT M and HyChipsT M (http://www.csiro.au/science/hylogging-systems.html), which are now widely used around Australia for measuring the spectra of drill cores and drill chips. Proximal spectra typically differ
from their remote sensing cousins in two significant ways. First, they are often measured with
high resolution spectrometers (such as ASD (www.asdi.com), which uses 1 nanometer (nm)
sampling, or PIMAT M (www.intspec.com), with 2 nm sampling). Remote sensing based spectrometers however have lower resolution, e.g. AVIRIS (aviris.jpl.nasa.gov), with about 10 nm
sampling, and HyMapT M (www.hyvista.com), with on average about 16nm sampling. The
higher resolution spectrometers are able to resolve finer features in spectra and so are better able to identify subtle mineralogical and chemical changes. The second difference is that
proximal spectra are unaffected by the atmosphere. In principle, this makes it easier to match
unknown spectra measured with proximal spectrometers against spectral libraries of known
spectra measured with the same or similar spectrometers.
In reality many unknown spectra represent mixtures of materials. This is exemplified in Fig1

ures 1.1(a) and (b). Figure 1.1(a) shows a high spatial resolution image of part of core sample BEU162 near East Ballarat, Victoria. The overlaid rectangle represents the approximate
boundaries of the pixel over which a HyChips spectral measurement has been made. The different colors within the pixel indicate that it contains several different minerals. Figure 1.1(b)
shows the HyChips shortwave infrared (SWIR) reflectance spectrum measured over this pixel.
It consists of diagnostic but overlapping (intermediate frequency) absorption features, which
an experienced interpreter of geological spectra can identify as representing a mixture of a
White Mica, a Kaolin, a Chlorite and possibly a Carbonate. HyChips instruments will typically
measure several hundred or possibly a few thousand spectra on drill chips trays. However, HyLoggers will typically measure tens to hundreds of thousands of spectra down a single drill
hole. (Each measurement is typically over a 10 mm slightly overlapping pixel, so that there is
effectively a continuous measurement over several hundred metres of core.) Therefore there is
a clear need for a reliable and reasonably fast automated analysis system for such data.
There are two main approaches to “unmixing” spectra, especially of SWIR spectra, which
contain distinctive absorption features such as those in Figure 1.1(b). The first approach is
typically carried out in two steps. First the low frequency “background” or “continuum” is
removed by some means (e.g. [11, 5]) so that the intermediate frequency absorption features
have a flat background. Then the major absorption features are identified, relevant quantities
representing the size, shape and wavelength positions of these features are measured, and finally “expert-sytem” rules based on these quantities are devised for identifying the materials
represented by the spectrum [1, 5, 19, 20]. Apart from the fact that new (ad hoc) rules need
to be added to the system whenever a new material is added to the spectral library on which it
is based, such a system can have difficulty in dealing with mixtures, especially when absorption features overlap. For instance, in Figure 1.1(b), the presence of Kaolin is indicated by the
shoulder just below 2200 nm; see also Figures 3.1 and 3.2, which show examples of various
pure White Mica and Kaolin spectra in our SWIR spectral library.
The second main approach is to base unmixing on a linear mixture model. The input variables
in this model are notionally pure spectra or “endmembers”. In some applications, the pure
spectra are unknown and must first be estimated from the data themselves [7, 28, 4, 22]. This
is commonly done with remote sensing data because of problems caused by the atmosphere. In
other cases, a library of pure spectra is available. Unmixing is then carried out, usually by least
squares minimisation, and often with constraints, such as that the coefficients are non-negative
or that they are proportions; see [9] and many references therein for examples. Usually the
number of materials in the library is fairly small, so there is little danger of overfitting by fitting all the materials in the library. However, our SWIR library, described in more detail in
Section 3, consists of 60 distinct materials, while in practice, we have never seen SWIR spectra consisting of more than 4 materials; fitting all 60 materials to such spectra almost always
leads to overfitting. The only linear unmixing algorithm of which we are aware that systematically considers overfitting is the Multiple Endmember Spectral Mixture Analysis (MESMA)
algorithm [9]. However, it typically uses small scene-specific libraries. For instance, in [9], the
library consists of 7 endmembers (shade plus 6 vegetation and soil classes). Shade is always
included in the mixture, plus one or two of the other classes, so that the combinatorial problem
is not very onerous. In our case, the computational burden is much greater. Out of 60 materials, there are 1770, 34220 and 487635 combinations of 2, 3 or 4 materials respectively to be
2

investigated to find which is best.
In this paper, we describe a linear unmixing algorithm which uses a fast subset selection routine [23]. It also decides on the number of materials in the mixture. Other innovations contained in the algorithm are (i) the simultaneous estimation of the background and the mixture
constituents, and (ii) the use of an estimated within-class covariance matrix to improve the
classification accuracy. The software implementation of this algorithm is called The Spectral AssistantT M (TSA). It is implemented in another CSIRO package, called The Spectral
GeologistT M (TSG), which is sold commercially (http://www.thespectralgeologist.com/).
The paper is structured as follows. Section II gives some history of our use of various spectrometers since the 1990’s and the associated development of two spectral libraries of pure
materials: the main SWIR library and the newer and smaller visible and near infrared (VNIR)
library. This is necessary to understand some decisions that we have made. In Section III,
we discuss the SWIR library and some of its characteristics, and show some example spectra from it. We also describe an evaluation data set of (mostly) mixtures. A model for pure
spectra, which utilises some of the characteristics observed in Section III, and an associated
training algorithm are developed in Section IV. The model is extended to mixtures in Section
V. The unmixing algorithm in TSA is described and its performance is illustrated with a few
examples as well as on one complete data set. It is also evaluated quantitatively against both
the SWIR library and the evaluation data set. This leads to a discussion of shortcomings in
the model (and some ideas for overcoming them) in Section VI. Section VII discusses three
miscellaneous issues. There is a brief discussion about our VNIR library, and how the VNIR
and SWIR versions of TSA differ. There is also a discussion about the differences between
TSA and MESMA, as well as a discussion about the potential application of TSA (or some
variant of it) to remote sensing data. We draw conclusions and discuss possible future work in
Section VIII. In an Appendix, we discuss an alternative parametrisation of the mixture model
underlying TSA and examine its implications.
An earlier and less detailed version of this paper appears in [3].

2

Some History

Our current SWIR library consists of 493 spectra representing 60 (nominally pure) classes
(mostly minerals, but also dry vegetation, wood, teflon and various plastics). So on average,
there are about 8 samples per class, but with class sizes ranging between 2 and 12 samples.
We started building this library in the early 1990’s using a PIMA-II spectrometer. This spectrometer provides a reflectance measurement every 2 nm in the range [1300, 2500] nm. In
early versions of the instrument, we sometimes observed spurious measurements at either end
of some of our spectra. Therefore, we only consider the range [1304, 2496] nm in our analyses.
Most of the current library is still based on PIMA spectra, although in recent years we have
added spectra measured with an ASD spectrometer, which provides a reflectance measurement
every 1 nm in the range [350, 2500] nm. Most of the PIMA spectra were measured by one
of the authors (JH) from mineral collections around the world, and in particular from samples
held by the US Geological Survey in Denver. The mineral composition of some of these samples has been verified by a variety of analytical methods. We don’t have ready access to most
3

(a) Colour image

(b) Spectrum

Figure 1.1: (a) High spatial resolution colour image of a section of core, and (b) spectrum
measured over a pixel approximated by the rectangle in the image
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of the mineral samples to remeasure them with a spectrometer such as the ASD, which covers
both the VNIR and SWIR regions (unlike the PIMA which only covers the SWIR). Careful examination and testing of the original collection of PIMA spectra over a period of time revealed
that a significant minority of them contained impurities or in some cases were completely misclassified by their owners. So, having built up a good quality SWIR library of pure minerals
over many years, we are in no hurry to dispense with it. We will describe the SWIR library in
more detail in the next section. In the last few years we have also built a smaller VNIR library
using an ASD spectrometer. It will be described in Section VI.A.
In the 1990’s, PIMA spectrometers were used by collaborators, customers and ourselves to
measure individual rock samples. By the late 1990’s, the need to measure large volumes of
spectra, especially of drill core and chips, was becoming evident. So our engineering group was
tasked with building suitable instruments for doing this. The initial result was the HyLogger1 for measuring core spectra. This was derived from an older airborne grating spectrometer
instrument. It measured spectra at 189 (unequally spaced) wavelengths over the range [412,
2513] nm, so that the average sampling interval was about 11 nm. It was also much noisier
than the above-mentioned spectrometers, especially below about 450 nm (so our VNIR library
only uses wavelengths above this value). It has measured many core samples (typically tens to
hundreds of thousands of spectra per core) at a number of mine sites around Australia.
Since 2007, our engineering group has built 8 HyLogger-2 systems (funded by the Australian
Government and CSIRO) for use by geological surveys in the 6 Australian states and the Northern Territory, as well as one for CSIRO. The instruments are built around combined VNIR grating spectrometers and rapid scan Fourier Transform infrared (FTIR) spectrometers for SWIR
and thermal infrared (TIR) wavelengths. The VNIR measurements are equally spaced in wavelength, while the FTIR measurements are equally spaced in frequency.
The engineering group has also built four HyChips instruments for measuring the spectra of
drill chips and more slowly cores. Each of these is built around an ASD spectrometer.
Because the various spectrometers that we use sample the electromagetic spectrum differently
and also for statistical reasons that we will explain in Section IV.A, it was decided some time
ago that the spectral responses from all these instruments would be resampled (using Gaussian bandpass functions) to a 4 nm equal spacing, in the case of the SWIR to [1304, 2496],
which means that there are 299 measurements per SWIR spectrum. Also, because of different
amounts of noise, not just between spectrometers, but also at different wavelengths for a single
spectrometer, we now routinely smooth our spectra using a Symlet wavelet of order 8 [8, pp.
194, 254-257].

3
3.1

The Current TSA SWIR Library and An Evaluation Data Set
The Current TSA SWIR Library

The geologically more important minerals among the 60 classes in the current library are
Kaolins (well crystalised Kaolinite, poorly crystalised Kaolinite (also a surrogate for Halloysite), Dickite and Nacrite); White Micas (Illite, Muscovite, Phengite and Paragonite); other
AlOH minerals (e.g. Montmorillonite, Prehnite, Pyrophillite, Topaz); three varieties of Chlo5

rite (Magnesium, Iron and Intermediate); Amphiboles (Tremolite, Actinolite, Hornblende and
Riebeckite); a variety of other MgOH and FeOH bearing minerals (e.g. Biotite, Phlogopite,
Nontronite, Talc); Sulphates (e.g. Jarosite, Gypsum and three varieties of Alunite); Carbonates
(Calcite, Dolomite, Ankerite, Magnesite and Siderite); Epidote and Opaline Silica. It also contains dry vegetation, wood and various plastics commonly found in core trays. A complete list
of the pure minerals in the current library can be found in Table 1 of [13].
Figure 3.1 shows 5 samples from each of 4 White Mica classes in our library, while Figure 3.2
shows 5 samples from each of the 4 Kaolin classes. A number of things are apparent from these
plots. The first thing to note is that the spectra within each of the 8 classes vary in (average)
brightness. This is primarily due to grain size variations between samples in the same class.
More light is absorbed in the crevices between small grains. This is similar to the “shade”
concept, well known in remote sensing, but on a much smaller scale. The second thing to
note is the variation in the shape of the low frequency backgrounds. This is typically caused
by scattering or the presence of minerals, such as Silicates and Iron Oxide-bearing minerals,
whose spectra only possess a low frequency signature in the SWIR, as well as by natural
variation. Third, the depths of the distinctive (intermediate frequency) absorption features
in each spectrum within a class appear to be monotonically related to their brightnesses. A
logarithmic transformation of the spectra largely removes this effect, as is evident from Figure
4.1(a) in Section IV, which shows the logarithms of all 12 spectra in the well crystallised
Kaolinite (“Kaolinite WX”) class. It is also consistent with Beer’s Law [26].
Looking in more detail at the variations within the White Mica group of minerals, we see that
all 4 classes have major absorption features at about 1400 nm and 2200 nm. However, there are
small differences in the positions of the minimum of the 2200 nm feature in Paragonite (around
2190 nm), Muscovite (around 2200 nm) and Phengite (around 2220 nm). These differences
reflect the substitution of a Sodium atom in Paragonite by a Potassium atom in Muscovite, and
the substitution of some Aluminium atoms in Muscovite by either Magnesium or Iron atoms
in Phengite. (In reality, Phengitic Micas comprise members of a solid solution series between
Muscovite and Celadonite. Hence we prefer to use the term Phengitic Micas rather than Phengite). In order to identify mineral composition even more accurately, we have in recent times
found it useful to further subdivide the Muscovite class into two subclasses: Muscovite1 (with
an absorption feature at 2200 nm or 2204 nm) and Muscovite2 (with an absorption feature at
2208 nm); and the Phengite class into two subclasses: Phengite1 (with an absorption feature at
2212 nm or 2216 nm) and Phengite2 (with an absorption feature at 2220 nm or 2224 nm). This
reduces the chances of pure White Mica samples being identified as a mixture of Paragonite
and Muscovite or Muscovite and Phengite.
Each of the above-mentioned White Micas possesses “illitic” forms, in which the typical spectrum has a deeper (bound) water absorption feature around 1900 nm; see the top left hand plot
in Figure 3.1. Unfortunately, most of our illitic White Micas have their 2200 nm feature at
around the same wavelengths as the Muscovites. We have very few illitic Paragonites or illitic
Phengites. So currently we actually exclude illite White Micas from our library, and deal with
the issue of whether White Micas are illitic or not as a post-processing issue. We will not
address this issue further in this paper.
The samples from the 4 Kaolin classes shown in Figure 3.2 have “doublet” absorption fea6
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Figure 3.1: Samples from 4 White Mica classes in the TSA SWIR library
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Figure 3.2: Samples from 4 Kaolin classes in the TSA SWIR library
tures at around 1400 nm and 2200 nm (unlike the White Micas, which have single absorption
features at about these wavelengths). What distinguishes the 4 Kaolin classes are the shapes
of these doublets. Unlike the White Micas, all the Kaolins have the same chemical formula
(Al4 Si4 O10 (OH)8 ). The spectra reflect the different arrangement of the atoms within the mineral crystals. The shoulder just below 2200 nm in Figure 1.1(b) is a result of the mixing of a
White Mica single absorption feature at 2200 nm, and a Kaolin doublet absorption feature at
about the same wavelength. The mixing is less obvious at 1400 nm where the single White
Mica absorption feature dominates.
The third most obvious mineral (to the specialist eye) in Figure 1.1(b) is Chlorite. The two
small absorption features at about 2250 nm and 2350 nm taken together are diagnostic Chlorite features. Chlorite can have Iron or Magnesium atoms or a mixture of both. The general
chemical formula for Chlorite is (F e, M g, Al)12 (Si, Al)8 020 (OH)16 . (F e, M g, Al)12 means
that there are 12 atoms in the Chlorite crystal, each of which can be any of Iron (F e), Magnesium (M g) and Aluminium (Al). Aluminium Chlorites are rare in nature, so that there are in
7

theory 13 possible Iron/Magnesium Chlorite combinations. To complicate matters, the relative
amounts of Iron and Magnesium in crystals in a typical Chlorite sample (pure or mixed) will
vary between the crystals. Geologists deal with this problem by citing the “Mg Number” (the
proportion of Magnesium atoms in the Chlorite sample rather than in individual crystals in the
sample) [25]. This number is highly correlated with the positions of diagnostic absorption features around 2250nm and 2350 nm. As the Mg Number increases, the positions of both these
features tend to decrease. Our current library contains 31 Chlorite spectra. The wavelengths of
their 2250 nm feature lie between 2240 nm and 2260 nm, while the wavelengths of their 2350
feature lie between 2320 nm and 2364 nm. The positions of these two features are strongly
positively correlated. For reasons similar to those for subdividing our White Mica classes, in
recent times we have found it useful to subdivide our Chlorites into 8 subclasses, based on the
positions of both the 2250 nm and 2350 nm features. We have labeled two of these classes
as Iron Chlorite, two as Magnesium Chlorite, and four as Intermediate Chlorite. The above
formula also indicates that Al and Silicon (Si) substitutions are also possible. However, they
have a small impact on the shapes of Chlorite spectra in the SWIR region.

3.2

Subgroups

To help us understand the notion of “subgroups”, we show in Figure 3.3(a) sample 77 of an
evaluation data set that we will discuss in Section III.C. It is simpler than the spectrum in Figure
1.1(b), being apparently a mixture of a White Mica and a Kaolin; note again the shoulder just
below 2200 nm, and also one below 1400 nm. Figure 3.3(b) shows the 3 best fits of a single
material (we call these “singletons”) produced by TSA Version 6.3 (a recent version). The first
two are Kaolins, while the third is a White Mica. None of them fits the observed spectrum
very well. We also show a goodness of fit score for each fit, called the SRSS (“Standardised
Residual Sum of Squares”), which we shall explain in Section V. Figure 3.3(c) shows the 3
best fits of a mixture of 2 materials produced by TSA 6.3. All three are mixtures of poorly
crystalised Kaolinite (“Kaol PX”) and a White Mica, all are very good and it is very difficult
to tell the three fits apart.
Expert interpreters of geological spectra often have the same difficulty in identifying the material classes in a mixture, so that they will often identify the mixture components at what
we call the “subgroup” level. In the initial description of our SWIR library above, we mentioned “groups” of minerals such as White Micas, Chlorites and Sulphates. Mineral classes
within the same groups are chemically similar. In groups such as White Micas and Chlorites,
it is often quite difficult to identify individual mineral classes when they are in mixtures (as
in 3.3(c)). However, the mineral classes in a group such as Sulphates (Jarosite, Gypsum and
Alunite) are more distinctive and easier to identify in a mixture. We call a collection of mineral classes which are chemically and spectrally similar “subgroups”. So Jarosite and Gypsum
are subgroups, each consisting of one class, while Alunite is a subgroup consisting of 3 mineral classes: Potassium, Sodium and Ammonium Alunite. The White Micas and Chlorites are
both groups and subgroups. We have divided the Kaolins into 2 subgroups: Kaolinites (Kaolinite WX and Kaolinite PX) and Other Kaolins (Dickite and Nacrite) because they are often
identifiable in mixtures. The 60 classes in the TSA SWIR library have been grouped into 26
mineral (and one non-mineral) subgroups, containing between 1 and 8 classes. In Section V.D,
we will compare TSA classifications applied to the evaluation data set with those of two expert
8

interpreters of geological spectra at the subgroup level.

3.3

An Evaluation Data Set

An evaluation data set has been provided by Dr. Sasha Pontual of AusSpec International. The
data set consists of 81 PIMA spectra. In order to maximise the chances of TSA classifying
these spectra correctly, they have been lightly smoothed using a locally adaptive smoother
[6]. Unlike a proportion of the spectra in the library, their composition has not been analysed
chemically. Instead, our ground truth uses the interpretatations of Dr. Pontual and one of
the authors (JH), who are both highly experienced interpreters of geological spectra. Their
interpretations are not always definitive, especially with some mixtures of 3 or 4 minerals. In
some interpretations, they use the word “possible” when there is the suggestion that a certain
mineral subgroup might be present, but they are not completely sure. TSA is allowed to be
the “arbiter” in such cases. If it identifies a “possible” subgroup in the mixture, then that
subgroup is deemed to be in the mixture. If TSA does not identify the “possible” subgroup,
then it is deemed not to be in the mixture. Using these “rules”, the evaluation data set contains
6, 50, 20 and 3 mixtures of 1, 2, 3 and 4 minerals respectively. The remaining two samples
contain a mineral in our library (Tourmaline) plus something unknown. Twenty-one of the
26 mineral subgroups in our library are represented; only Brucite, Gibbsite, Opaline Silica,
Palygorskite and Rubellite are unrepresented. We will illustrate the performance of TSA on
several representative samples from the evaluation data set in Section V and discuss its overall
performance in Section V.D.

4

An Integrated Model for Pure Spectra

Figure 4.1(a) shows the logarithms of all 12 spectra in the Kaolinite WX Class in our SWIR
library. As mentioned previously, this simple transformation largely equalizes the depths of
the absorption features. However, there is still obvious brightness variation and some variation
in background shape. There are a variety of methods of removing this background, such as by
fitting an upper convex hull independently to each spectrum (or its logarithm) and taking the
ratio (or difference) of the two [11]. However, this approach is rather rigid, as we shall see. We
have found that a good approximation to the low frequency background is obtained by using
a cubic spline with two equally spaced “knots” (at 1700 nm and 2100 nm) respectively [27].
This means that in each of the ranges [1304, 1700], [1700, 2100] and [2100, 2496] nm, the
background is modelled as a cubic polynomial. However, the three cubics are constrained to
join continuously and smoothly. This has the particular advantage that it can be represented as
the weighted sum of six simple basis functions; see [2, Section 4.2] for details. Figure 4.1(b)
shows the residuals from least squares (LS) fits of the cubic spline to each of the 12 spectra in
Figure 4.1(a). Most of the within-class variation has now clearly been removed.
A significant part of the remaining variation is to be found in the absorption feature around
1900 nm. This is largely due to the presence of varying amounts of liquid water, present in
“damp” samples. Such samples are not desirable, but are occasionally present in real world
data and we need to accommodate this source of variation in our model. Therefore, in addition
to the 493 samples in our SWIR library, we have 10 spectra of liquid water. The mean of their
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Figure 3.3: Evaluation sample 77 (a mixture of a White Mica and a Kaolinite) and 3 best
singleton and mixture of two fits
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Figure 4.1: Background-correction and scaling of all 12 spectra in the Kaolinite WX Class
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Figure 4.2: Mean of logarithms of 10 liquid water spectra
logarithms is shown in Figure 4.2. It shows the 3 typical absorption features of liquid water,
with the 2 main ones centred at just above 1400 nm and around 1900 nm, and the third small
one just below 1800 nm. Figure 4.1(c) shows the residuals from least squares (LS) fits of the
cubic spline plus the water spectrum in Figure 4.2 to each of the 12 spectra in Figure 4.1(a).
The variation around 1900 nm is much reduced. There is also some reduction in the variation
just above 1400 nm.
Further reduction in the within class variation can be achieved by scaling the residuals in Figure
4.1(c) so that they have similar amplitudes. There are two obvious ways of doing this. One
can either choose the mean spectrum of the 12 spectra in Figure 4.1(c) or their first Principal
Component (PC), suitably scaled (they are almost identical), as the “typical” spectrum for the
class, and then fit each of the 12 spectra in Figure 4.1(c) to the typical spectrum (without an
offset) in order to obtain an estimate of scale. Each spectrum is then divided by its estimated
scale. The resulting spectra (which we call “scaled residuals”) are shown in Figure 4.1(d).
There is now very little residual variation left.
We prefer to use the first PC rather than the mean when computing the scaled residuals, because
it can be shown that the steps leading from Figure 4.1(a) to Figure 4.1(d) optimise a particular model. We will call this set of steps the “training process”. Let Sij , i = 1, . . . , nj , j =
1, . . . , Nc denote the logarithm of the ith spectrum in class j, where nj is the number of samples in class j, and Nc (= 60) is the total number of classes. Then it is straightforward to show
that, taken together, the steps in the training process provide a LS solution to the model

Sij = αij µj +

Nb
X

βijk Bk + ij ,

(4.1)

k=1

where µj is the “typical” spectrum in class j, αij is a scale parameter, Bk , k = 1, . . . , Nb (= 7)
are the 6 cubic spline basis functions plus water, which explain variation in the “background”,
βijk are their coefficients, and ij is an error term. Specifically, for class j, the training model
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minimises
nj
Nb
Nb
X
X
X
T
(Sij − αij µj −
βijk Bk ) (Sij − αij µj −
βijk Bk )
i=1

k=1

(4.2)

k=1

If α̂ij , µ̂j and β̂ijk are the estimated values of the corresponding parameters (i.e. those minimising (2)), then the scaled residuals (shown for the Kaolinite WX class in Figure 4.1(d)) are
given by

δ̂ij = (Sij −

Nb
X

β̂ijk Bk )/α̂ij .

(4.3)

k=1

Note that the model (4.1) is not unique! This can be seen by rewriting it as

Sij = αij (µj −

Nb
X

χjk Bk ) +

Nb
X

k=1

(βijk + αij χjk )Bk + ij ,

(4.4)

k=1

where χjk , j = 1, . . . , Nb is an arbitrary set of constants, subject to the reflectance values lying
in (0, 1] (which means that their logarithms must be non-positive). We will discuss a plausible
choice of the χjk ’s in the Appendix. However, it should be emphasised that the fitted values
from the LS fits and the residuals from the fits are independent of the choice of the χjk ’s!

4.1

Error Structure

For a spectrum S representing a singleton whose class is unknown, we could just find that
class (among the 60) with the best least squares fit. However, this is statistically inefficient,
because the fact that the data are in the form of curves implies that observations at nearby
wavelengths will be highly correlated. We will therefore assume that, for each spectrum, ij in
(4.1) is Normally distributed with zero mean and unknown 299 × 299 within-class covariance
matrix Σ. We will also assume that Σ is the same for all 60 classes. In Section VI, we will
demonstrate that this assumption is incorrect. However, we don’t have enough data to estimate
reliably 60 299 × 299 within-class covariance matrices, so we will assume that they are all
equal. (This is also one of the reasons why we resampled 1 nm ASD and 2 nm PIMA spectra
to 4 nm.) Then, under the assumption that each of the 60 classes is equally likely, the rule
with the minimum error rate chooses the class j (and associated parameters) to minimise the
(generalised) Mahalanobis distance, given by

M Dj = (S − αµj −

Nb
X

T

−1

βk Bk ) Σ (S − αµj −

k=1

Nb
X

βk Bk ).

(4.5)

k=1

Compare (4.5) with (4.2). Now µj is treated as known (having been estimated in the training
process). Note that, when α = 1 and βk = 0, k = 1, . . . , Nb , minimisation of (4.5) is just the
well known classification procedure called Linear Discriminant Analysis (LDA) [16, Section
4.3].
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The obvious estimator of Σ is the average sample within-class covariance matrix of the scaled
residuals given by (4.3). We will denote this by Σ̂w . However, this matrix has 44850(=
299 × 300/2) distinct elements, which are not well estimated using only 493 samples. It helps
to regularise this estimate somehow. We have adopted a modification of an approach called
penalised discriminant analysis [15], which is designed to take advantage of the fact that the
data are curves. In this approach, Σ is estimated by
Σ̂ = (1 − λ)Σ̂w + λΩtr(Σ̂w )/tr(Ω),

(4.6)

where λ is a small regularisation parameter in (0, 1) and Ω is a roughness penalty given by
Ω = DT D,

(4.7)

where, for equally spaced observations, D is a 297 × 299 matrix, whose (i, j)th entry is given
by

= 1, j = i, i + 2,
= −2, j = i + 1,
= 0, otherwise.

dij

(4.8)

It is easily shown that Σ̂w is orthogonal to the background functions, Bk , k = 1, . . . , Nb , and
that Ω is almost orthogonal to four of them. This means that Σ̂ is not invertible, which is needed
for minimisation of (4.5) and its extension (5.1). We overcome this problem by omitting the
observations at the first 3 and last 4 wavelengths, thus reducing the dimensionality of the data
to 292. Henceforth, (4.5) and (5.1) are to be interpreted as being for 292-dimensional data only.
In the past, we have chosen the value of λ using cross validation on an earlier version of our
library [16, Section 7.10]. However, because of the approximate nature of the mixing model
that we will discuss in Section V, we have ended up using more ad hoc approaches. Currently,
we use the value λ = 0.1.

5

Extension of the Model to Mixtures and a Fast Unmixing
Algorithm

If we believe that our spectrum is a mixture of M materials, then an obvious extension of (4.5)
is to minimise
M D = > Σ̂−1 ,
where
=S−

M
X

αj µj −

j=1

Nb
X
k=1
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(5.1)

βk B k ,

(5.2)

and Σ̂ is the estimator of Σ given by (4.6). The minimisation needs to be carried out with
respect to αj , j = 1, . . . , M, and βk , k = 1, . . . , Nb . We also need to choose the “best” value of
M (we will discuss this issue in Section V.B), and given M , we need to select the best subset
(out of 60) of M materials in the library. In addition, it makes no physical sense for the αj0 s to
be negative, so we need to restrict them to being non-negative. We don’t care about the values
of the βk ’s, so their values are unrestricted.
Before proceeding further, it will be useful to convert minimisation of (5.1) into a LS minimisation procedure. This involves a suitable linear transformation of the data which converts Σ̂ into
the identity matrix. The most obvious transform which does this is the PC transform, and then
dividing the resulting variables by their standard deviations (i.e. the square roots of their eigenvalues). However, the dimensionality of the resulting data is still 292. Other transformations
are possible. A particularly useful one is the Canonical Variate (CV) transform ([21], Section
3.9.2). As well as converting Σ̂ into the identity matrix, it also reduces the dimensionality of
the data to
dCV = Nb + Nc − 1,

(5.3)

which in our case is 66 ( = 7 + 60 - 1). The mathematics of this transformation is analogous to
that of the MNF transform [10]; instead of using signal and noise covariances, we use betweenclass and within-class covariance matrices. The dimensionality reduction provided by the CV
transform increases the speed of subset selection procedures significantly.
Having converted minimisation of (5.1) into a LS minimisation problem, we can utilise fast
subset selection procedures described in [23]. Fortran software implementing these procedures are currently freely available at http://www.cmis.csiro.au/Alan Miller/. For each of
M = 1, 2, 3 and 4, we find the 20 or 30 best fits, and among these find the 3 best fits (if
they exist), for which the estimated values α̂j , j = 1, . . . , M are all non-negative. For M > 1,
it is more meaningful to present these as proportions for reporting purposes:

p̂jM = α̂j /

M
X

α̂i , j = 1, . . . , M.

(5.4)

i=1

Under the idealised assumptions that (i) Σ̂ is known and correct, and (ii) the coefficients in the
model are known, then, because MD (computed in CV space) is just the sum of dCV uncorrelated variables with mean 1, its (theoretical) expected value is dCV . We multiply the value
of MD by 100/dCV , so that the theoretical expected value is 100. In addition, because even
after background correction, there can be variation in the typical amplitudes of spectra of the
same materials (mixtures as well as singletons - see Figure 4.1(c)), there needs to be a further
scaling. Until fairly recently, most of the spectra that we dealt with were at most mixtures of
two materials. So we assume that the best mixture of two materials is correct, and further scale
its MD so that α̂1 + α̂2 = 1. We call this the Standardised Residual Sum of Squares (SRSS).
Its formula is
SRSS = 100 ∗ M D/(dCV ∗ (α̂1 + α̂2 )2 ),
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(5.5)

where α̂j , j = 1, 2 are the estimated coefficients for the best fitting mixture of two materials.
For a good fit, one expects SRSS to have a value of the order of 100; this is the case for instance
with the example in Figure 3.3. However, when the best mixture of two materials is not a good
fit (e.g. when the spectrum represents a mixture of 3 or more materials, or when one or more
materials in the mixture is not in the library) then the above normalisation doesn’t work so
well. We are currently investigating alternatives.

5.1

Speed Issues

There are several versions of TSG, depending on the customer’s needs. TSG-Core is designed
for analysing tens to hundreds of thousands of spectra measured on a single core by a HyLogging instrument. When TSG-Core is run to analyse a new set of spectra, it starts by using TSA
(implementing the algorithm described above) to find the best fitting singletons and mixtures
of two materials. For computers with multiple CPU’s or cores, TSG improves performance by
running a TSA thread on each CPU or core and dividing the data set’s spectra up amongst these
threads. Recently, the user has been given the option of also finding the best mixtures of three
materials. However, this is somewhat slower. For instance, with threading, TSA takes about
30 and 130 seconds to find the best mixtures of up to 2 and 3 materials respectively of 109344
spectra in one data set when run on a Dell Precision M6400 laptop with a 2.4GHz Intel P8600
Core 2 Duo CPU. It takes 950 seconds to find best mixtures up to 4 materials on all spectra in
this data set, which is much slower. Consequently, the best mixtures of 4 materials option is
not currently provided in commercial versions of TSG.

5.2

Estimating the Number of Materials in the Mixture

The obvious way to estimate the number of materials in a mixture is to keep adding more
materials to the mixture until an appropriate goodness of fit measure (e.g. the SRSS) is sufficiently small. However, the goodness of fit measure must be relative to something else. As
mentioned above, under idealised assumptions, one expects the SRSS for a good fit to be about
100. However, this assumes that each class (and mixtures of them) have the same within-class
covariance matrix. As we shall see in Section VI, they don’t, and adding materials until the
SRSS is near 100 often chooses too may materials in the mixture.
We find it better to obtain an independent estimate of the variance in CV space, and to compare
the SRSS with it. One possiblity is to fit all 60 classes (subject to their coefficients being nonnegative) plus the 7 background functions (a total of 67 parameters). However, in CV space,
we only have 66 dimensions, so this is not possible. Another issue is that, some users will only
be prepared to compute best mixtures up to two materials, while others will be prepared to go
to three, or on occasion four, materials (because of the speed issues mentioned above). So we
can’t compare the SRSS values for the best mixtures of one, two and three materials against,
say, the SRSS value for the best mixture of 4 materials. However, we can compare SRSS values
for fitting consecutive “models”, i.e. containing M and M + 1 materials respectively. Call the
best fitting mixture of M materials “model M ”, and let SRSSM denote the SRSS for model
M . Then one of our test statistics is based on
RM,M +1 = SRSSM /SRSSM +1 .
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(5.6)

Note that RM,M +1 is independent of the scaling used to compute the SRSS, as used for instance
in (5.6). Model M + 1 is preferred to model M if
RM,M +1 > r0 ,

(5.7)

where r0 is chosen according to some criterion. It is straightforward to show that the test
(5.7) is equivalent to an F test. Under the idealised assumptions mentioned after (5.4) and the
additional assumption that the errors are Gaussian, then if model M is correct, the F statistic
on which test (5.5) is based has an F distribution with 1 and Nc − M − 2 degrees of freedom
(df), which here is 57, 56 or 55, when M = 1, 2 or 3 respectively. For these 3 values, r0 = 1.07
for a 5% test and 1.13 for a 1% test; the actual value varies only in the third decimal place as
M varies between these values.
It is also straightforward to show that test (5.6) is equivalent to a well-known information
theoretic criterion called Akaike’s Information Criterion (AIC, [17, eqn. (3)]), but in this case,
r0 = exp(2/Nc ) = 1.03, independently of M .
Our default value of r0 is a much more conservative 1.275. There are two main reasons for
this. First, the above theory is for an idealised model. In Section VI, we will demonstrate that
this model is incorrect, so that the above theory is of limited use. Second, in the real world of
mineral exploration, it is usually more important not to identify “false positives” than to miss
“false negatives”. A higher r0 value reduces the number of false positives, while increasing the
number of false negatives.
Even with such a relatively large value of r0 , false positives are sometimes found. This is illustrated in Figure 5.1, where we show the best fits of two and three materials to evaluation
sample 53, which our experts have identified as a mixture of Chlorite and either Talc or Amphibole. TSA’s best mixture of two is Magnesium Chlorite and Hornblende, a member of the
Amphibole subgroup. The visual fit is generally good with a few minor anomalies. There
are no obvious major absorption features that have been missed, although the fits to the major
features are not perfect. The overall visual fit (and in particular the fit to the major features) is
improved a little using TSA’s best mixture of three materials, which adds 11% Brucite to the
mix. However, R2,3 = 1.73, which is well above 1.275.
To guard against this situation, we also include a second test. Let
p̂M,min = min(p̂jM , j = 1, . . . , M )

(5.8)

be the minimum of the M estimated proportions for model M , defined in (5.4). For model
M + 1 to be preferred to model M , both test (5.7) and the following test must be satisfied:
p̂M,min > p0 .

(5.9)

This says that, for any material to be included, its proportion/abundance must exceed the threshold p0 . If either of test (5.7) or (5.9) fails, then model M is preferred to model M + 1. In our
experience p0 = 0.15 is a good “round” number to use as a threshold in test (5.9).
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Figure 5.1: Evaluation sample 53 (a mixture of Chlorite and either Talc or Amphibole) and
best mixture of two and three fits
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5.3

“Exceptional” Spectra

Some spectra are “exceptional” in one of four ways. They are either “noisy”, “Aspectral”, a
“poor fit”, or “Not in the Library” (NIL). We now briefly describe each of these and how TSA
deals with them.
Spectra may be noisy, especially when they are dark. We deal with such spectra in one of two
ways. First, many noisy spectra are acceptable after smoothing, as described earlier. However,
some are still noisy even after smoothing. We use a relatively simple measure of their signalto-noise ratio (the standard deviation (SD) of the signal divided by a robust measure of the SD
of the noise) to filter out noisy spectra.
Some spectra are adequately modelled by the background only (including water, which may
occur for instance in fluid inclusions in Quartz). We call such spectra “Aspectral”. Our Aspectral test is just based on R0,1 , defined in (13), where SRSS0 is the SRSS when only the
background terms are fitted. We use the same threshold value (r0 = 1.275) as for the test (5.7)
with M = 1, 2 or 3. However, we don’t use the test (5.9), because there are seven background
functions, whose weights are not constrained to be positive.
As a rule, fits with an SRSS > 500 are considered a poor fit and the TSA results are not
reported. One of the reasons that this occurs is that some spectra are not mixtures of materials
in our library, or maybe a mixture of a material in the library and and an unknown material. This
is illustrated in Figure 5.2, where we show the best singleton fit and the best fit of a mixture
of four materials to evaluation sample 55, which our experts have identified as a mixture of
Tourmaline and something unknown. The best singleton fit, shown in Figure 5.2(a), is indeed
(Iron) Tourmaline, with an SRSS of 381. However, the visual fit is very poor, except possibly
in [2200, 2300] nm. Using the rules described in Section V.B, TSA chooses a mixture of two
materials: Iron Tourmaline and Dolomite, with an SRSS of 286. However, the visual fit (not
shown) is still poor. Even the visual fit for the best mixture of four materials, shown in Figure
5.2(b), is poor. Its SRSS is 203, so using the above rule, it is not considered a poor fit.
The reason for this is that CV space is the subspace containing linear mixtures of the 67 class
means. Spectra which are not linear mixtures of these 67 class means “live” outside this subspace in the larger 292-dimensional space. However, sometimes their projections onto the
subspace look like mixtures of the 67 class means. This can be overcome by measuring the
(total) squared distance from the observation in 292-dimensional space to its fitted value (for
M = 1, 2, 3 or 4). Because of orthogonality, this squared distance can be decomposed into
the sum of the RSS in CV space (equal to M D in (5.1)) and the squared distance from the
observation to the nearest point in CV space, and hence easily calculated. The total squared
distance is scaled in a similar way to that in (5.4). We call the resulting statistic the Not-InLibrary (NIL) statistic. The spectrum in Figure 5.2 and the other sample in the evaluation set
identified as a mixture of Tourmaline and something unknown have the highest NIL statistics
in the evaluation set.

5.4

Summarising the Results Over a Complete Core

It is straightforward to produce maps based on estimated proportions estimated by TSA (or
other unmixing algorithms) when there are two spatial dimensions. However, our data typi19
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Figure 5.2: Evaluation sample 55 (a mixture of Tourmaline and something not in the library)
and best singleton and mixture of four fits
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Figure 5.3: Spatial assemblage histogram for HyChips core sample GL14 25 from Glen Lyle,
Tasmania
cally only have one spatial dimension. TSG deals with this via what it calls the “spatial assemblage histogram”. This subdivides the data into “bins” containing equal numbers of spatially
contiguous spectra. The bin size is specified by the user. TSA’s estimated proportions of all
materials up to mixtures of 2 or 3 (this number is again user-specified) are averaged over all
spectra in a bin and converted to a percentage. Materials with a percentage less than a userspecified threshold within any bin are set to 0 and the other percentages are rescaled to sum to
100%. The implicit assumption is typically that low-percentage materials in a bin are mostly
due to incorrect classifications.
The spatial assemblage histogram for HyChips core sample GL14 25 from Glen Lyle, Tasmania is shown in Figure 5.3. This data set consists of 31920 spectra measured over the depth
range [150, 820] metres. The bin size is 2 metres (about 100 spectra per bin) and the percentage
threshold is 5%. The different colors represent different materials. A legend on the right hand
side gives the material names corresponding to the different colors. Unfortunately, the figure
is too small to identify easily the material names. This data set has been chosen because it is a
highly variable one. TSA has identified 14 minerals in our library, as well as a few Aspectral
samples (in grey). It can be seen that the spatial assemblage histogram provides a very useful
summary of the mineral distribution down a core.

5.5

Evaluating the Performance of TSA

We will evaluate the performance of TSA using the library and the evaluation set. Table 5.1
compares TSA 6.3 and LS fitting using the 493 library samples. It does this using leave-oneout cross validation ([16], Section 7.10), that is, in turn, each of the 493 samples is omitted
and the remaining 492 samples are used to estimate the background-corrected class means
and, in the case of TSA 6.3, the within-class covariance matrix (4.6). The omitted spectrum
is then classified into one of the 60 classes using (4.5), where Σ is replaced by the identity
matrix when LS fitting is used. For both methods, we count the number of times a sample is
classified correctly at the class level, at the subgroup level (but incorrectly at the class level) and
incorrectly at the subgroup level. The table also shows these counts converted into percentages.
We see that both methods seldom classify samples incorrectly at the subgroup level, although
TSA is a little better in this regard than is LS fitting (0.6% error rate versus 1.2% error rate).
The main difference is that TSA classifies almost 95% of the samples correctly at the class
level, while LS fitting only classifies 90.5% correctly at this level. This is reflected in the
higher number of samples classified correctly at the subgroup level by LS fitting (8.3% versus
4.5%).
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Method
TSA 6.3
LS

No. (%) Correct
at Class Level
468 (94.9%)
446 (90.5%)

No. (%) Correct
at Subgroup Level
22 (4.5%)
41 (8.3%)

No. (%) Incorrect
at Subgroup Level
3 (0.6%)
6 (1.2%)

Table 5.1: Comparison of TSA 6.3 and least squares fitting on training data using leave-one-out
cross validation
Table 5.2 summarises two comparisons using the evaluation data set. The first comparison
is between TSA 6.3 and LS fitting. The second comparison is between when the number of
materials in the mixture is known and when it is unknown and hence needs to be estimated. We
use the rule described in Section V.B to carry out this estimation using both TSA6.3 and LS
fitting. In each of the four cases, three summary statistics are used: the number of samples (out
of 81) and its percentage where the estimated composition is correct at the subgroup level; the
number of false positives (“FP”), i.e. samples where at least one incorrect subgroup has been
included; and the number of false negatives (“FN”), i.e. where at least one correct subgroup
has been excluded. We also give each statistic as a percentage (out of 81). Whether the number
of materials is known or needs to be estimated, TSA6.3 performs considerably better than LS
fitting does. This is consistent with the common observation in simpler problems that LDA (of
which TSA is an extension) is usually a better classifier than those based on LS fitting because
it takes account of within-class variability and correlation.
Method
TSA 6.3
LS
TSA 6.3
LS

No. in Mixture
Known?
Yes
Yes
No
No

No. (%)
Correct
69 (85.1%)
54 (66.7%)
48 (59.3%)
31 (38.3%)

FP
10 (12.3%)
26 (32.1%)
15 (18.5%)
37 (45.7%)

FN
12 (14.8%)
27 (33.3%)
22 (27.2%)
33 (40.7%)

Table 5.2: Comparison of TSA 6.3 and least squares fitting on evaluation data set and when the
number of materials in the mixture is and isn’t known; see text for further details
When the numbers of materials in the mixture are known, TSA 6.3 performs very well; only
12 of the samples are incorrect at the subgroup level. In 7 of these samples, common (and understandable) misclassifications occur in secondary minerals: Kaolinites with Other Kaolins;
White Micas with Montmorillonite; and Chlorites with either Epidote or Carbonates. In another 2 samples (both containing 3 minerals), 2 White Micas are chosen with a third mineral,
because the position of the 2200 nm feature is still not sufficiently well modelled by the 5
White Mica classes in the library; see the discussion in Section III.A.
When the numbers of materials in the mixture are unknown and need to be estimated, TSA 6.3
performs considerably more poorly. The number of incorrect samples increases significantly
from 12 to 33. There are a number of reasons for this. One possible reason is highlighted
in Figure 5.4, where we show the best fits of two and three materials to evaluation sample 57,
which our experts have identified as a mixture of Tourmaline and Kaolinite. TSA’s best mixture
of two materials is indeed (Iron) Tourmaline and Kaolinite WX. Visually, the fit is quite good.
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Figure 5.4: Evaluation sample 57 (a mixture of Tourmaline and Kaolinite) and best mixture of
two and three fits
However, some of the features above 2150 nm are not so well fitted, and in particular, the position of the feature around 2350 nm is not well modelled. TSA’s best mixture of three materials
considerably improves the visual fit above 2150 nm by adding a Chlorite to the mixture; see
Figure 5.4(b). Indeed TSA6.3 chooses a mixture of 3 materials because both tests (5.7) and
(5.9) are satisfied. This example possibly highlights the fact that much of our “ground truth” is
based on expert interpretations which are not always correct. Having said that, our impression
is that this is a relatively minor issue, and that only a small number of the samples in the evaluation set have been incorrectly classified by our experts. Most of the misclassifications are
probably due to shortcomings of the model underlying the TSA unmixing algorithm. We now
briefly review these.
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6

Shortcomings of the Model and Some Ideas for Overcoming Them

Equation (5.1) is implicitly based on the model

S=

M
X

αj µj +

j=1

Nb
X

βk Bk + ,

(6.1)

k=1

where the first sum models the mixing of a subset of materials in the library, the second sum
models the low frequency background and water, and the last term represents the error in the
model, which is assumed to have a covariance matrix Σ which is estimated from the data.
We now consider each of the three components in turn, starting with the model for the low
frequency background.
Sometimes the background is well modelled, as for instance in Figure 5.1(a). However, this
is not always so. One example is provided by Figure 3.3(c), which shows some lack of background fit below 1900 nm, as well as a small lack of fit at around 2100 nm, and lack of fit in
the depth of the feature at 1400 nm. This is not such an issue for this sample, because it is
a mixture of only two materials both with reasonably large proportions. A better example is
provided by the best mixture of 3 and 4 materials to the spectrum in Figure 1.1(b), whose fits
are shown in Figure 6.1(a) and (b) respectively. As mentioned previously, one of our experts
has identified this spectrum as a mixture of a White Mica, a Kaolin, a Chlorite and possibly
a Carbonate. TSA’s best mixture of 3 materials is composed of Phengite1 (a White Mica),
Ankerite (a Carbonate) and Kaolinite WX. Note the small lack of fit in three locations: (i) the
depth of the absorption feature at 1400 nm (as in Figure 3.3(b)), (ii) the small lack of fit of the
background at around 2100 nm (again as in Figure 3.3(b)), and (iii) the lack of fit of the small
Chlorite feature at around 2250 nm. When fitting the best mixture of 4 materials, TSA essentially has to decide which of these 3 independent features it will try to fit first. In this instance,
it decides correctly to choose a Chlorite (while substituting Phengite1 with Muscovite2, a different White Mica). However, in other examples where small amounts of Chlorite are present,
it will (incorrectly) choose another mineral to improve the fit in another part of the spectrum
first. Therefore to increase our chances of finding Chlorite ahead of other incorrect minerals,
we need to address the lack of fit identified in (i) and (ii).
We will deal with (ii) first, which is due to inadequacy in the background model. As mentioned
earlier, the background is modelled as a cubic spline with knots at 1700 nm and 2100 nm (as
well as water). Cubic splines are twice differentiable (including at the knots). The feature at
2100 nm in Figures 3.3 and 6.1 is probably a bit too “sharp” to be well modelled by a function
as smooth as a cubic spline. We are currently investigating alternatives.
The lack of fit of the 1400 nm feature is probably due to the fact that there is only one typical
Muscovite or Phengite spectrum per class which does not adequately represent the variety of
Muscovites and Phengites, at least in relation to the relative depths of their 1400 nm and 2200
nm absorption features. Instead we have been investigating modelling these and other classes
as themselves mixtures of two (and sometimes more) materials [12]. Unfortunately, the fast
subset selection code described in [23] cannot be used to optimise this model. We are currently
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Figure 6.1: Spectrum in Figure 1(b) (a mixture of Kaolin, White Mica, Chlorite and possibly
Carbonate) and best mixture of three and four fits
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Figure 6.2: Standard deviation functions of Kaolinite WX, Muscovite1 and Talc classes (after
background correction)
investigating fast methods of doing this, and expect to be able to report on our efforts in the
near future.
Another shortcoming of the model is the assumption that the error covariance matrix is the
same for all 60 classes (as well as mixtures of them). We have made this assumption because
we don’t have enough data to estimate reliably 60 299 × 299 within-class covariance matrices, and also because the more complex likelihood resulting from such a model would be far
more computationally intensive to optimise, especially in combination with subset selection.
It is easy to demonstrate that different classes have different within-class covariance matrices.
Figure 6.2 shows the standard deviation functions (i.e. the square roots of the diagonals of
the within-class covariance matrices) of the Kaolinite WX, Muscovite1 and Talc classes (with
respectively 12, 9 and 12 library samples) after background removal. For the Kaolinite WX
class, these are just the per-wavelength standard deviations of the background-corrected spectra
shown in Figure 4.1(d). The standard deviation functions for the other two classes are calculated in an analogous way. A number of things are apparent in this plot. First, there is little
variation in the low frequency regions of the spectra; this is not surprising because we have
removed the (low frequency) background. Consequently, most of the variation occurs where
the absorption features are located. For all three classes, there are significant features at around
1400 nm. For Kaolinite WX and Muscovite1, there are also significant features at around 2200
nm (see Figures 3.2 and 3.1 respectively), while for Talc, there is a significant feature at around
2300 nm. In addition, the amplitudes of these features vary between classes, although this is
less of an issue.
Making all the within-class covariance matrices more alike will make the model more realistic,
and hence the use of Mahalanobis distance more justifiable. The approach mentioned above of
modelling each class itself as a mixture of two or more materials tends to do this, because for
many classes it significantly reduces the variances at wavelengths where the main absorption
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features are located, thus making the variance functions flatter and hence more equal (apart
possibly from a scale factor).
Another approach that we are investigating is to assume a common within-class correlation
matrix (in order to capture the high local correlation structure in spectra) but with variances
which are spectrum-dependent. Figure 6.2 demonstrates that the variance is higher where the
features are. In order to estimate the spectrum-dependent variance function, we need to (i)
identify where the features are, using methods such as those described in [11, 5], and (ii)
establish a general (approximate) quantitative relationship between the means and variances of
feature depths.
The last part of model (6.1) to consider is the first sum, which is the linear mixture part of the
model. However, because S is assumed to be the logarithm of the spectrum, the assumption is
that the mixing is linear on the logarithmic scale. More sophisticated transformations than the
logarithmic are available [14]. The HyLogging systems are bidirectional reflectance systems
with approximate angles of incidence and exceedance of 20 and 0 degrees respectively. The
Hapke transformation for a bidirectional reflectance system with these angles (under which
mixing is theoretically linear) as a function of reflectance, R (see equations on p.291 of [14]),
is shown in Figure 6.3. Also shown in this Figure is the transformation 1+log(R)/5. Note that
(i) one of the 6 terms in the cubic spline model for the background is a constant, so the model
includes an offset term (which is equivalent to a gain term before the logarithm is calculated
and so enables us to model brightness variations), and (ii) the model (6.1) includes a gain term
for the “typical” spectrum in each class. Hence, the model incorporates simple linear transformations of log(R). We have chosen offset and gain terms which make the two transformations
equal when R = 1, and almost equal when R is very small. The two transformations are
fairly similar, suggesting that the use of the more complex Hapke transformation is unlikely
to produce significantly better unmixing results. Nevertheless, it is our intention to investigate
this issue in the future.

7
7.1

Miscellaneous Issues
The VNIR Version of TSA

In the early 2000’s, a small VNIR library was built for a specific application. The measurements cover the wavelength range [452, 1100] nm at 4 nm intervals, so that there are 163
measurements per VNIR spectrum. The current VNIR library consists of only 90 spectra
representing 17 (nominally pure) classes. These include 3 Iron Oxides (Hematite, two types
of Goethite), a number of Sulphides (Bornite, Lazurite, Sphalerite and two types of each of
Pyrite and Chalcopyrite), 3 Copper-bearing minerals with strong visual colours (Copper Clay,
Chrysocolla and Malachite), Jarosite (the only material in both the SWIR and VNIR libraries),
Galvanised Iron, Zincalume and Green Vegetation.
VNIR spectra are usually of much lower frequency than SWIR spectra, so again we take logarithms and use the model (6.1) but with Nb = 1 background function: a constant. As in
the SWIR model, this enables us to model brightness variations within the framework of this
model.
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The fitting of an individual spectrum is done by minimising (5.1) and the estimated withinclass covariance matrix Σ is estimated using (4.6). However, because this estimate is based on
only 90 spectra, we have found it necessary to regularise the solution more heavily towards the
roughness penalty matrix Ω; we currently use the value λ = 0.9 (instead of the value λ = 0.1
used for SWIR spectra).
Because VNIR spectra are usually of much lower frequency than SWIR spectra, it is very rare
to be able to identify a mixture of more than M = 2 materials using just the VNIR. The test
for determining whether a spectrum represents 1 or 2 materials is again based on the tests
(5.7) and (5.9). Since there are only 17 classes in the VNIR library (as opposed to 60 in the
SWIR library), there are only 14 degrees of freedom for this test (as opposed to 57 for the
corresponding SWIR test - see the discussion after (5.7)), so the value of r0 in (5.7) must be
considerably higher. Our default value is 3 (versus 1.275 for SWIR spectra). We also set
p0 = 0.2 (versus 0.15 for SWIR spectra) because the low frequency nature of most VNIR
spectra means that more of a secondary material needs to be present before we can confidently
recognise its presence.
Over time, as circumstances allow, we hope to expand and improve our VNIR library. In the
long term, we would however like to build a single library covering the wavelength range [400,
2500] nm.

7.2

A Comparison Between TSA and MESMA

There are some similarities between TSA and the Multiple Endmember Spectral Mixture Analysis (MESMA) algorithm [9], but also some major differences. The first major difference is
that MESMA has been developed primarily for environmental applications, while TSA has
been developed primarily for geological applications. The second major difference is that
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MESMA is primarily applied to airborne spectra (e.g. AVIRIS), while TSA is primarily applied to “terrestrial” data, which do not suffer the complications introduced by viewing the
earth through the atmosphere. However, we discuss the potential application of TSA to airborne data in the next subsection. The third major difference is that MESMA is applied over
the full wavelength range ([400, 2500] nm), while currently TSA works separately over the
VNIR and SWIR regions. This is an important distinction because there is a lot of important information about vegetation (e.g. chlorophyll content) in the VNIR, while much relevant
information about minerals important in exploration and mining application can be found in
the SWIR and to a lesser extent the VNIR. Another important difference, driven by both the
different application domains and differences in data types (i.e. airborne versus terrestrial),
is that MESMA mostly relies on building “regionally specific spectral libraries” [9, p. 125],
while TSA works with a “global” library. While a global library for environmental applications
would be ideal, such a library is difficult to build because of the greater chemical and temporal
variability in living tissue, which is reflected in the greater variability of vegetation spectra,
especially in the VNIR, where the typically lower frequency features are less distinctive.
Largely as a consequence of the above practical differences in application, there are also important technical differences between the underlying models and the associated algorithms. Both
TSA and MESMA use a linear model (although MESMA does not first take logarithms, which
may be more reasonable in many remote sensing applications). MESMA always fits shade. In
the TSA model, this can be thought of as equivalent to a single “background” function (Nb = 1
in equation (18)), although in training the data, MESMA does not appear to remove the background first as is demonstrated for the TSA SWIR library in Figures 4.1(a) to (d). In addition,
in the SWIR, TSA uses a more sophisticated background model made up of a low frequency
cubic spline and water.
A significant difference between the two models is TSA’s use of Mahalanobis distance as the
objective function, while MESMA uses Euclidean distance. As is suggested by theory and is
confirmed by the results in Tables 5.1 and 5.2, there is quite a lot to be gained by the use of
Mahalanobis distance. The application in [9] uses a library of 915 spectra representing only 6
vegetation and soil classes (see [9, Table 1]). Therefore, in such an application, there is plenty
of replication to enable the estimation of a within-class covariance matrix.
The application of MESMA in [9] uses what are called “two-endmember” and “three-endmember”
models. However, this includes the shade endmember, which is always fitted. So, in the framework of the model (6.1), [9] only fits M = 1 and M = 2 endmembers. Since there are only
6 (non-shade) classes, only 15 possible mixtures of two classes need to be compared for each
pixel, much less than the 1770 combinations for our SWIR library (and of course the even
greater computational burden when mixtures of three or four materials need to be considered).
Therefore, because MESMA is focussed on applications such as that in [9], there is little need
to use Miller’s [23] fast subset selection algorithms.
Another difference between the two models is that MESMA assumes that the (non-shade)
weights are proportions and hence sum to 1 [9, eqn. (2)]. However, in order to improve the
model fit, the proportions are not constrained to be non-negative. Instead they are allowed
to fluctuate between -0.06 and 1.06. On the other hand, because of within-class brightness
variations (see 4.1(a)), TSA constrains the (foreground) weights to be non-negative, but doesn’t
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impose any constraint on their sum.
MESMA chooses the model M = 2 over the the model M = 1 if the root mean square
error (RMSE, [9], equation (3)), proportional to Euclidean distance, is reduced by at least
0.8% reflectance. However, the chosen model is only accepted if (i) the RMSE is below 2.5%
reflectance and (ii) if the residuals never exceed 2.5% reflectance for more than 7 contiguous
bands. This latter requirement can be thought of as a simple form of feature detection. By
comparison, TSA uses the tests (5.7) and (5.9) to decide on the number of materials in the
mixture. Given TSA’s poorer performance when the number of materials is unknown than when
this is known (see Table 5.2), we intend to investigate the use of feature detection methods to
aid in the choice of the number of materials in the mixture.

7.3

Possible Remote Sensing Applications of TSA

TSA has been designed for use with ground-based high resolution spectrometers such as PIMA
and ASD. Nevertheless, it is of interest to see how it performs when applied to remotely sensed
data. Our only application of TSA to such data so far is to a subscene of the famous Cuprite
data set. This is a well known mining district in Nevada, with many minerals (most, but not all,
of which are in our SWIR library). Roger Clark and colleagues [5] have used feature extraction
methods to produce detailed VNIR and SWIR-based maps of Cuprite (see their Figures 9(a)
and 9(b) respectively) based on AVIRIS data collected in 1995. Five Cuprite subscenes, collected by AVIRIS in 1997, are available at http://aviris.jpl.nasa.gov/html/aviris.freedata.html.
We applied TSA to one of these data sets, called f970619t01p02 r02 sc03.a.rfl. It consists
of 224 bands in the range [370, 2507] nm at approximately 10 nm spacing. They have been
atmospherically corrected to apparent reflectance. The subscene has 512 × 614 pixels and
covers most of the top 20% of the region shown in [5, Figures 9(a) and 9(b)]. Although it is
not easy, a match between the legend and map in their Figure 9(b) appears to identify the following SWIR-active minerals over this region: Calcite, Kaolinite, Alunite, Montmorillonite,
and high-Al, medium-Al and low-Al Muscovite. In our terminology, we label high-Al White
Micas as either Muscovite or Paragonite, and low-Al White Micas as Phengite. Allowing for
this difference in terminology, all of these minerals are in our SWIR library.
We assessed the performance of the SWIR version of TSA in the following way. First, we
excluded the water bands because they have either negative values or spikes. Within the wavelength region covered by our SWIR library, this left bands 115 to 152 ([1434, 1802] nm) and
bands 173 to 222 ([1999, 2487] nm), a total of 88 bands. We used an earlier version of the TSA
SWIR library (TSA 6.0). This differs from TSA 6.3 in that there is only one class with each of
the labels Muscovite, Phengite, Iron Chlorite, Magnesium Chlorite and Intermediate Chlorite;
see the discussion in Section III.A. It was thought that this was reasonable because AVIRIS
data have a coarser resolution than do either the PIMA or ASD spectrometers. In addition, we
also excluded Tremolite (which is very similar to Actinolite), as well as Wood and the various
plastics found in core trays, but not Dry Vegetation. This left a library containing 46 materials.
It was resampled to the AVIRIS wavelengths. We used the same cubic spline background as
previously, but excluded Water from it because the water bands had been excluded.
We initially applied TSA to the complete subscene using all 88 bands. Unfortunately, many
spectra in the scene are noisy and many of the TSA fits were not good. Even the better fits were
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Figure 7.1: TSA best singleton (red), mixture of two (green) and mixture of three (blue) fits to
spectrum in Cuprite subscene with the highest estimated proportion of Iron Chlorite
usually poor on either side of the water band (at 1802 nm and 1999 nm) and in the last two
wavelengths (at 2467 nm and 2477 nm), so these four bands were omitted, leaving 84 bands. To
ameliorate the effects of noise, we first computed the MNF transform [10], replaced those MNF
bands beyond the first 25 (which just appear to be noise) by their means and backtransformed.
This smoothes the spectra. More sophisticated linear or non-linear smoothing methods are
obviously possible [18, Section 7.4], but we have not yet explored these. Even with this presmoothing, about two thirds of the spectra in the scene were rejected as being “exceptional”;
see Section V.C. We believe that there are a number of reasons for this: (i) many of the spectra
are still noisy, (ii) the atmospheric correction was inadequate for unmixing a proportion of the
spectra and (iii) in some cases, there may be materials in the scene which are not in our library
spectra, despite the fact that all the materials identified by [5] appear to be in our library.
In particular, it is possible that there may be some materials present in the scene, which are
variants of our library due to chemical substitutions.
Despite these problems, the dominant materials identified in the relevant Cuprite region by [5,
Figure 9(b)](Calcite, Kaolinite, K Alunite, Muscovite and Paragonite) were also mapped by
TSA and are in good agreement with that map. Montmorillonite was also mapped (and almost
always mixed with something else), but more sparsely than in [5, Figure 9(b)]. However, Iron
Chlorite was also mapped by TSA (but not by [5, Figure 9(b)] in this region), but again always
mixed with something else. Evidence of the presence of Chlorite is provided in Figure 7.1.
This shows the spectrum with TSA’s highest estimated proportion of Iron Chlorite (0.76), and
its best fits of a singleton and mixtures of 2 and 3 materials. Indeed, we see the telltale Chlorite
absorption features around 2250 nm and 2350 nm, that are also seen in the core sample in
Figures 6.1(a) and (b). The best singleton (Paragonite) misses these features and Iron Chlorite
is needed to fit them. Note that the best mixture of three materials also includes Muscovite.
This improves the fit of the 2200 nm feature, but TSA’s rules say that it is an insignificant
improvement. We intend to publish a more detailed account of this application elsewhere.
However, before we do, we would like to (i) improve our smoothing methods, and (ii) apply
and/or develop some second order atmospheric correction methods to improve the fits.
The main lesson of this exercise is that unmixing methods are much more reliant on good
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quality data than feature extraction methods are. The latter tend to find distinctive features,
while the former can have difficulties when the data quality is poor. This is also an issue when
a spectrum is a mixture of one material in the library and another not in the library. A distinctive
feature can still be identified by a feature extraction method, while unmixing will get confused
in such a situation (unless there is a good Not-In-Library statistic). On the other hand, as we
have seen in Figures 6.1(a) and (b) (where a Kaolinite shoulder has been identified) and Figure
7.1 (where a secondary Chlorite has been identified), a good unmixing technique can, in the
right circumstances, identify more subtle features than a feature extraction method can.

8

Conclusions and Possible Future Work

HyLoggers and HyChips instruments are now widely used by the Australian mining industry.
TSG, and within it, TSA, are being used routinely to analyse the large volumes of spectra that
these instruments are producing. From the users’ perspective, it is highly desirable that TSA’s
interpretations of mineral composition are calculated quickly (on standard PC’s) and are very
accurate. If high accuracy can be achieved, then users can trust its results, and they do not need
to spend valuable time checking its accuracy.
The results in Table 5.2 indicate that, when the number of materials in a mixture is known, TSA
has a high level of accuracy (although there is still room for improvement). However, when the
number of materials in a mixture is unknown, its accuracy is significantly lower. Much of our
current research effort is focussed on improving this. There are three broad ways in which we
are attempting to do this. The first way is to investigate improvements to the relatively simple
rules based on tests (5.7) and (5.9). The second way is by improving both the deterministic and
stochastic parts of the model (6.1), using approaches which have been discussed in Section VI.
The third way is attempting to deal with two different issues. Our libraries have been built
using spectra measured by PIMA and ASD spectrometers. However, the HyLoggers use CDI
(www.controldevelopment.com) and FTIR spectrometers for the VNIR and SWIR measurements respectively. Although the spectra produced by these instruments look very similar to
those produced by PIMA and ASD spectrometers, there are probably small differences, which
may sometimes be important when attempting to identify reliably small amounts of a material,
especially in mixtures of three or four materials. Towards this end, we are gradually extending our evaluation set to one which will eventually be comparable in size to our library of
pure materials. The additional samples in the evaluation data set are being taken from drill
core samples measured with HyLogger or HyChips instruments. Drill cores are being chosen
for their representativeness. Samples within a drill core data set are chosen using a stratified
random sampling strategy which seeks to ensure that the sample is representative of both the
variable mineralogy down the core and also the variable complexity (i.e. number of materials
in the mixture) of spectra in the data set. As well as being used to test quantitatively proposed
improvements to TSA, the enlarged evaluation data set will be used to improve the model in
various ways, in particular to deal with a second potential issue, namely the presence of subtle
non-linearities which may be present in the mixing (and hence which are not accounted for by
model (6.1)).
The speed issue is also becoming more important. As indicated in Section V.A, the best mix32

tures of 4 materials option is currently not provided in the commercial version of TSG because it is too slow. As mentioned in Section II, the FTIR spectrometer in the HyLogger
also measures TIR spectra. Colleagues working with TIR spectra produced by the instrument have observed that mixtures of 4 or 5 materials are commonly apparent in such spectra.
In addition, two-dimensional hyperspectral systems for imaging cores, such as SisuROCK
(www.spectralcameras.com/sisu-rock) and HCI-2 (www.corescan.com.au/articles/7) are now
becoming available. Such systems are likely to produce much larger data volumes than the
HyLoggers and HyChips instruments do. So speed will become an even bigger issue. We are
starting to investigate ways of speeding up TSA, in particular by calculating those parts of the
TSA code which depend solely on the library once only. The current code, based on Miller’s
[23], doesn’t exploit this redundancy.
Another issue which will probably become apparent when TSA (or other classification software) is applied to hyperspectral image data is “spatial consistency”. It is likely that the spatial
classification maps produced will be spotty, and will need some spatial constraints to make the
maps more believable. This will most likely slow down TSA, so the speed issue will again
become important. With one-dimensional data produced by HyLoggers and HyChips instruments, the spatial consistency issue is dealt with by binning, and using the spatial assemblage
histogram, as shown for instance in Figure 5.3. The spottiness of the classifications is then less
apparent.
Many of the above issues are also applicable to hyperspectral remote sensing data. The additional complications in such data are (i) the lower resolution of the remote sensing instruments
(which is likely to be the case for many years to come), (ii) the influence of the atmosphere on
the spectra and the associated inadequacy of atmospheric correction models (see Figure 7.1),
and (iii) the much more variable environments (e.g. minerals, soils, vegetation, man-made objects) that are measured by remote sensing instruments. It is much harder to build “global”
libraries for such scenes, so that “local” libraries need to be built, as discussed in Section
VII.B. Alternatively, very good Not-in-Library statistics need to be used. Some improvements
(discussed in Section VII.C) are possible. However, it is likely to be a long time before unmixing methods can be applied as reliably to data from such instruments as they can be to data
from instruments which are being developed for proximal applications such as core and chip
logging.

Appendices
A

An Alternative Parametrisation of the Mixture Model Underlying TSA

Many interpreters of geological spectra prefer to examine spectra with the background removed. A popular method of doing this is by dividing each spectrum by its “upper” convex
hull (i.e. the parts of the convex hull lying above the spectrum) [11]. An alternative is to take
the difference between the logarithm of the spectrum and its upper convex hull. Where there
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are no absorption features, the “corrected” spectrum is equal or close to 1 when ratios are used
or 0 when differences are used. The background correction method leading to spectra such as
those in Figure 4.1(d) doesn’t do this. However, our method can be adapted to do this. The
impact is entirely visual, but doesn’t change any of the numerical (and hence classification)
results. The key to doing this is equation (4.4).
The upper convex hull of a spectrum must lie above the spectrum. Let us insist that, for all the
spectra in our library, their backgrounds must also lie above them. The background is modelled
by the second sum in (4.4), so that this requirement is equivalent to

Sij ≤

Nb
X

(βijk + αij χjk )Bk , i = 1, . . . , nj .

(A.1)

k=1

We wish to find constants χjk , j = 1, . . . , Nb satisfying this inequality. By rearranging the
terms, and inserting the parameter estimates minimising (4.2), this can be rewritten as
Nb
X

χjk Bk ≥ δ̂ij , i = 1, . . . , nj ,

(A.2)

k=1

where the δ̂ij ’s are the scaled residuals given by (4.3). Note that all the terms on the right
hand side of (A.2) are either known or have been estimated. In addition the left hand side is
independent of i, the sample index. Hence (A.2) can be rewritten as
Nb
X

χjk Bk ≥ θj ,

(A.3)

k=1

where
n

j
θj = max(δ̂ij )i=1
.

(A.4)

For the Kaolinite WX training spectra, this is just the maximum of the spectra in Figure 4.1(d)
calculated at each wavelength.
Inequality (A.3) is insufficient to produce a unique solution for the χjk ’s. Ideally, we would like
each estimated background to lie as close as possible to its corresponding observed spectrum,
subject to the inequality (A.3). If we use the total squared distance as the measure of closeness,
then the problem reduces to minimising
Nb
Nb
X
X
T
(
χjk Bk − θj ) (
χjk Bk − θj ),
k=1

(A.5)

k=1

subject to (A.3). Equation (A.5) is a quadratic function of the χjk ’s, while (A.3) is a linear
inequality constraint on them. Such problems are easily solved using quadratic programming
methods [24, Chapter 16]. Details will not be given here.
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Figure A.1: Unconstrained and constrained background-corrected Kaolinite WX class mean
spectra.
Let χ̂jk , k = 1, . . . , Nb , denote the minimisers of (A.5) subject to (A.3). Then it follows from
(4.4) that the “constrained” estimator of the “typical” spectrum of class j, µ̃j , is obtained from
the “unconstrained” estimator, µ̂j , by

µ̃j = µ̂j −

Nb
X

χ̂jk Bk .

(A.6)

k=1

Some classes in our library are more variable than others. Taking the maximum of the scaled
residuals, as is done in (A.4), is not robust to outliers in a class. So in practice we replace
“max” in (A.4) and (A.5) by “mean”. This means that the background is constrained to lie
above the mean of the spectrum in each class. This is illustrated for the Kaolinite WX class
in Figure A.1, where we show both the the unconstrained estimator of the typical spectrum,
µ̂j , and the constrained estimator, µ̃j . Note how the latter curve is always below 0, and often
touches it, a property which it shares with the difference between a spectrum and its upper
convex hull. However, unlike the upper convex hull, it (i) is not constrained to equal 0 at
its endpoints, (ii) can incorporate non-convex curves such as water (see Figure 4.2) into the
background correction, and (iii) fits naturally into the models (4.1) and (6.1) without altering
fitted or residual curves.
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